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Abstract: System logs are valuable for network troubleshooting, but log messages often lack sufficient detail for
operators to diagnose failures, requiring investigation of source code. While regular expression-based matching can
identify the source code locations corresponding to log messages, this approach suffers from a long processing time
as it must attempt matching against all patterns. We propose SCOLM, a method for efficiently identifying logging
function origins from log messages. SCOLM achieves both efficiency and applicability through complementary use
of word-segmented prefix trees (WSPT) and regular expressions. We evaluate SCOLM using ground truth data ob-
tained through source code instrumentation and emulation network execution. The results demonstrate that SCOLM
achieves approximately 78 times speedup compared to existing approaches without missing any correct origins while

significantly reducing false positive candidates.
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1. Introduction

Large-scale networks require continuous operation through
network management techniques that utilize operational data.
System logs are particularly valuable for detecting signs of fail-
ures and investigating their causes, as they allow developers to
record detailed information about system behavior across many
components.

However, in troubleshooting using system logs, the informa-
tion recorded in log messages alone is often insufficient to fully
understand the actual behavior of the system. Log messages are
initially designed for debugging by developers and often lack suf-
ficient detail for operators to diagnose failures. This limitation
is particularly common in open-source software (OSS), which is
widely used in network operations [20]. OSS log messages are
often not refined due to limited development resources. Conse-
quently, operators often need to investigate the source code to un-
derstand the system behavior during failures. However, it is not
realistic to comprehensively investigate and understand all source
code. For efficient troubleshooting, it is necessary to focus on the
specific source code parts related to the observed log messages.

When searching for source code parts related to failures, it is
useful to identify the location of the logging function in the source
code corresponding to the output log message. Figure 1 shows
a simplified diagram of the process of pinpointing log messages
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while (von) o
f () {
prlnt(XXX)
} else {
print(YYY)

Mon 12:00 XXX
Mon 13:00 XXX
Mon 15:00 YYY
Mon 15:15 YYY
Tue 07:30 XXX }
Tue 08:45 7ZZ }

Wed 23:30 YYY orint(zz2)

Batch of logs Source code

Fig. 1 Simplified diagram of pinpointing log batches to source code.

to the source code. Understanding the execution flow of a pro-
gram is crucial for troubleshooting, and identifying which log-
ging function calls correspond to which log messages helps oper-
ators understand the system behavior during failure.

However, identifying these locations is challenging with con-
ventional search methods. Log output formats in source code
contain variable specifiers (e.g., %s, %d in C) that are replaced
with actual values at runtime, creating a gap between the for-
mat string and the resulting log message. Conventional keyword-
based search requires users to manually extract fixed parts of log
messages, which is inefficient when the extracted keywords are
insufficient to uniquely identify the target logging function.

In this paper, we propose SCOLM (Source Code Origins of
Log Messages), a method for automatically identifying logging
function origins from log messages. SCOLM extracts logging
functions and their format strings from source code through static
analysis. Given a log message as input, it matches the message
against extracted templates and returns the corresponding source
code locations. The key technical contribution is a hybrid match-
ing approach that combines word-segmented prefix trees (WSPT)
for search space reduction with regular expressions (regex) for
precise matching, achieving fast processing without missing cor-
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rect origins.

We first review existing log matching approaches and introduce
the idea of a hybrid approach combining WSPT and regular ex-
pressions (Section 2), then present the design of SCOLM based
on this approach (Section 3). We have implemented SCOLM
and evaluated it in terms of both processing time and match-
ing quality using three software packages: FRRouting (an open-
source router), Avahi (a service discovery daemon), and dhcpcd
(a DHCP client) (Section 4). For the FRRouting dataset, we ob-
tained ground truth data through source code instrumentation to
enable accuracy evaluation. The results demonstrate that SCOLM
achieves approximately 78 times speedup compared to regex-
only approaches, without missing any correct origins (100% re-
call) while reducing false positive candidates (Section 5). We
also discuss how to address potential matching failures and the
limitations of the current approach (Section 6).

The contributions of this paper are as follows *!.

(1) An architecture for automatically identifying logging func-
tion origins from log messages using static source code analysis
and log matching (Section 3).

(2) A dynamic template addition mechanism that enables
WSPT to be applied to source code templates, achieving both
efficiency and applicability with approximately 78 times speedup
compared to regex-only approaches (Section 5).

(3) Comprehensive evaluation of both processing time and
matching quality using ground truth data obtained through source
code instrumentation and emulation network execution, confirm-
ing that SCOLM achieves both fast processing and high matching
quality (Sections 4 and 5).

2. Background

2.1 Log Matching

Log matching in our context serves two primary purposes: (1)
providing troubleshooting information to operators and (2) serv-
ing as preprocessing for automated log analysis methods (e.g.,
log classification, execution flow extraction). In both cases, the
system must process large volumes of log data. Therefore, we re-
quire that the proposed method achieves fast matching for high-
volume inputs.

In the following, we first describe two existing approaches
for log matching: regular expression-based matching and word-
segmented prefix tree (WSPT) based matching. We then present
our proposed hybrid approach that combines both methods to
achieve fast processing with high matching precision.

2.1.1 Regular Expression Approach

Existing research mainly uses matching techniques based on
regular expressions [26]. In this method, templates are extracted
from logging functions in source code (hereafter, source code
templates), and variable specifiers contained in these templates
are typically replaced with regular expression patterns. This reg-

*I' This paper is an extended version of the work published in COMPSAC
2025 [5]. The main extensions include comprehensive accuracy evalua-
tion using ground truth data (Section 5.2). This evaluation enables us to
confirm that SCOLM achieves equivalent accuracy to baseline methods
while providing significant speedup, identify potential failure cases, and
discuss improvement strategies (Section 6.1). Based on these findings,
we also refined the overall method description.

© 2026 Information Processing Society of Japan
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Regular expression

<:::> lsshd: user “sat” login‘

sshd: user “.x" login <:::> lsshd: user “oka taro” login ‘

Word-segmented template

<:::> thd: user “sat” login‘

Sshd: user “x” login | ¥ lsshd: user “oka taro” login ‘

Fig. 2 Difference in matching behaviors between regular expressions and
word-segmented templates.

ular expression pattern can specify a narrow range of patterns if,
for example, it is known that the type of the variable to be embed-
ded is numeric, only allowing strings containing numbers. On
the other hand, if the variable type is string, it is necessary to
use a pattern that assumes strings containing almost any charac-
ters without restrictions. This causes the search space for strings
matching the regular expression to become very large, leading to
an increase in processing time.

Furthermore, in regular expression-based matching, it is neces-
sary to attempt matching for as many patterns as there are, so in
large-scale software where the number of patterns becomes large,
the processing time for matching increases even further. When
the log message can match multiple regular expression patterns,
it is not possible to terminate the search when a matching pattern
is detected, because the log message may match other patterns as
well. This causes the processing time to increase in proportion
to the number of patterns, and in large-scale software, the pro-
cessing time for matching can become quite long. Note that the
primary bottleneck is the number of matching attempts, not the
time for individual pattern matching. Therefore, optimizing indi-
vidual regex patterns does not fundamentally solve this scalability
issue.

2.1.2 Word-segmented Prefix Tree Approach

As an alternative to regular expression-based matching, the
word-segmented prefix tree (WSPT) approach [13] has been pro-
posed for high-speed log matching. For example, as shown in
Fig. 2, while variable parts (such as . *) in regular expressions can
contain multiple words, in WSPT, one variable wildcard (**) in
the log template (word-segmented template, WS-template) corre-
sponds to one word, and multiple words separated by whitespace
are not included.

In this way, WSPT consistently handles log messages under
word segmentation, making it possible to fix the number of words
in variable parts of log templates. By fixing the number of words,
it becomes possible to use a prefix tree at the word level, enabling
efficient log template search through fast matching. Specifically,
when the number of template types is 10,000, WSPT has been
confirmed to be capable of matching at a processing time of less
than 1/10 compared to regular expressions [13].

The WSPT is implemented as a prefix tree where each node
represents a word in the template. The tree structure allows ef-
ficient template search through word-level matching. Figure 3
shows an example of the WSPT tree structure. In this example,
the tree contains templates for messages like “User ** logged in”,

s

“User ** created”, and “User not found”, where ** represents
wildcards matching any single word. The tree structure enables

efficient matching by sharing common prefixes among templates.
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(root)

|
User - User not found
> not - User Alice logged in
/ | \ |
deleted logged created found - User Bob created
7\ - User Charlie deleted
in  out

Fig.3 Example of WSPT tree structure.

Note that a single log message may match multiple templates
(i.e., multiple terminal nodes) depending on the wildcard posi-
tions, as the tree traversal considers both exact word matches and
wildcard matches at each step.

However, WSPT lacks applicability to source code templates.
This is because WSPT has the constraint of “consistently han-
dling log messages under word segmentation”: one wildcard in a
word-segmented template must correspond to exactly one word.
In source code templates, variable specifiers (e.g., %s) may embed
an unknown number of words at runtime, making it impossible to
determine the correct word-segmented template in advance.
2.1.3 Proposed Approach: Hybrid Matching

As described in the previous subsections, the regular expres-
sion (regex) table approach and WSPT each face distinct chal-
lenges. The regex table approach requires matching against all
patterns for each log message, resulting in a long processing time.
As explained above, WSPT lacks applicability to source code
templates due to the unknown number of words in variable parts.

The proposed method addresses both challenges through a
complementary combination of the two approaches. From the
regex perspective, WSPT narrows down the candidate patterns
that need to be tested, significantly reducing processing time.
From the WSPT perspective, when a log message is matched
against a regex pattern, the number of words in variable parts
becomes determinable from the actual log content, enabling
WSPT’s applicability to source code templates by generating
valid word-segmented templates that can be registered for future
use.

Beyond processing time and template generation, each ap-
proach applies different types of matching constraints, leading to
different overmatching behaviors. The regex table approach ap-
plies constraints on variable types and content patterns (e.g., \d+
for numbers, . * for arbitrary strings) but does not consider word-
level structure, potentially matching patterns where variable
parts span different numbers of words. For example, a pattern
"Error: (.*)$ can match both "Error: failed" (single-
word variable) and "Error: timeout in system" (three-
word variable), even though these may correspond to differ-
ent logging functions with different word structures. WSPT,
conversely, applies constraints on word-level structure (num-
ber of words and positions of fixed words) but cannot dis-
tinguish patterns with the same structure while different vari-
able types or content constraints. For instance, a WSPT tem-
plate Error ** occurred cannot differentiate between nu-
meric errors ("Error 123 occurred") and string-based errors
("Error timeout occurred"), even though they may orig-
inate from different logging functions with different variable

types.

© 2026 Information Processing Society of Japan

Table 1 Comparison of three log matching approaches.

Method Processing  Source code  Overmatching
time templates

Regex table Large Available Medium

WSPT Small Not available Large

Proposed method Small Available Small

By combining both approaches in a two-stage matching pro-
cess, the proposed method applies both types of constraints
simultaneously: WSPT filters candidates based on word-level
structure, then regex matching verifies variable types and content
patterns. This intersection-based approach requires patterns to
satisfy both structural and content-level constraints, minimizing
overmatching by eliminating false positives that would pass only
one type of constraint. Table 1 summarizes the characteristics of
the three approaches, indicating source code template availability.

This hybrid matching method is particularly effective in en-
vironments where many messages of the same type are output.
In general software, the number of log entries is extremely large
compared to the number of log output formats. For example, in
15 months of SINET4 log data, while there are 35 million log
entries, the number of different types of log templates is only
1,788 [13]. In such data, the approach of performing matching
using regular expressions for every log entry for all regular ex-
pression patterns results in an extremely long processing time. In
contrast, with the proposed method, once matching using regular
expressions has been performed for a log, subsequent logs can be
matched at high speed using WSPT, and the larger the ratio of
log entry numbers to corresponding log output format types, the
greater the proportion that can use WSPT.

Furthermore, among the logging functions in the source code,
there are many logging functions that are called only in excep-
tional situations such as exception handling or debug processing,
which rarely occur in general use. In other words, this “number of
log output format types corresponding to log entries” is expected
to be even smaller than the actual number of logging functions
contained in the source code, which can further enhance the effi-
ciency of the proposed method. In this way, the proposed match-
ing method is designed to work particularly effectively for the
task of associating source code and log messages, such as in this
research.

2.2 Related Work

The task of associating output log messages with logging func-
tions in source code has been performed as part of many existing
studies [3]. In existing research, this association is mainly per-
formed for two purposes.

The first purpose is to extract log output formats for log mes-
sage classification. To classify log messages referring to the same
type of event, classification based on log output formats can be
effective. This approach is mainly used as preprocessing for log
analysis. Although many methods such as unsupervised classi-
fication of log messages [8], [14], [25] or estimation of output
formats [12], [23] have been proposed without using source code,
using source code allows the use of the actual formats used for
log message generation, enabling more reliable classification. Xu
et al. [26] perform anomaly detection of distributed systems us-

915



Journal of Information Processing Vol.34 913-924 (Sep. 2026)

ing principal component analysis, and use log classification by
source code templates as part of the features. Schipper et al. [21]
implement and evaluate an analysis platform to make Xu et al.’s
method applicable to general log analysis. Pecchia et al. [17] per-
form an investigation of logging usage in software development,
and use association with source code for log data classification as
part of this investigation.

The other purpose is to map log events onto the execution flow.
By associating output log messages with logging functions in the
source code, they can be handled as mapped onto the execution
flow in the source code. This makes it possible to aggregate the
obtained log events into sequential data as execution flows, or to
analyze them using static analysis approaches for software. This
approach is mainly used for system debugging, testing, and trou-
bleshooting using logs. Chen et al. [4] develop LogCoCo for au-
tomatic code coverage calculation, and perform association be-
tween software execution logs and source code locations for this
calculation. Yuan et al. [27] enable the use of debugging logs by
automatically extracting execution paths and the locations of log-
ging functions contained therein for automatic diagnosis of soft-
ware bugs. Shang [22] organizes issues in log utilization from
the perspective of the gap between development and operation in
software, and mentions the usefulness of log-to-source-code as-
sociation. Fu et al. [6] use association between logs and source
code to learn normal execution flows as finite state automata for
anomaly detection of distributed systems through log analysis.
Bao et al. [2] similarly propose an anomaly detection method us-
ing probabilistic suffix trees for execution flows in distributed
systems. Ghanbari et al. [7] perform outlier detection of execu-
tion flows using features generated from combinations of logging
functions and execution times. Zhao et al. [28] propose Iprof, a
mechanism to extract execution flows without modifying the ex-
isting source code.

As described above, the task of associating log messages with
logging functions in source code is performed as preprocess-
ing for many automated analysis technologies. However, effi-
cient methods for performing this association have not been suf-
ficiently studied. In many of these technologies, the association
is performed following Xu et al.’s method [26]. That is, source
code templates are created from logging functions, and match-

ing between these templates and log messages is performed us-
ing regular expressions. However, this log message association
becomes a task that requires a long processing time depending on
the number of target log messages and the number of output for-
mat types (number of logging functions). In regular expression-
based matching, the search space for variable parts in the format
is large, resulting in a long processing time, and when dealing
with large-scale log data and source code, it can have an impact
on practicality. In contrast, this study proposes a more efficient
log message and logging function matching method.

3. Design of SCOLM

3.1 System Overview

The pipeline for pinpointing logging functions from log mes-
sages can be divided into two main steps: (1) template genera-
tion and (2) log matching. Template generation is performed as a
preprocessing phase, where we extract logging function informa-
tion from source code and prepare templates for matching. Log
matching is performed during online processing, where the sys-
tem takes a log message as input and returns its origin(s) in the
source code.

Figure 4 shows the overall process. In the preprocessing step,
we parse the source code to extract logging function calls and
their format strings, then generate two types of templates: regu-
lar expression patterns for precise matching and word-segmented
templates for fast candidate filtering. In the online matching step,
we use WSPT to narrow down candidate patterns, then apply reg-
ular expression matching to verify the candidates.

This hybrid approach achieves both efficiency and applicabil-
ity by addressing the two challenges discussed in Section 2.1: (1)
WSPT’s applicability to source code templates is enabled through
dynamic template addition (Section 3.3.2), and (2) overmatching
is minimized by applying both structural and content-level con-
straints in two-stage matching (Section 3.3.1).

SCOLM requires access to source code for template genera-
tion, making it applicable to open-source software and in-house
developed software. Preprocessing is performed when the source
code changes, while online matching can be applied to logs as
they are collected during system operation.

———
. ! Template generation |

Code parsing | .

h Add source-based WSPT |

Logging functions | Regex table WS-templates .

Source » #10 | zlog_debug("ip_sum 0x%x", iph->ip_sum); | > > |
code | !

1

Preprocessing

Online process

Raw log message Message part

Generate
log-based templates

Apr 5 12:34:56 foo[12345]: ip_sum 0x01234567 |

|
ip_sum 0x01234567 |
|

Message parsing Lo =20y

|
1
Matching _ Matching | _
with WSPT "1 with Regex .| Logging
- | function
Log matching

Source code

Fig.4 Overview of the proposed method.
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3.2 Template Generation

The main purpose of the template generation step is to prepare
datasets for the matching algorithm. This process is decomposed
into three steps: code parsing, regex pattern generation, and WS-
template generation.

3.2.1 Code Parsing

Code parsing relies on the assumption that logging functions
include a basic blueprint of the log messages. SCOLM requires
that the logging function arguments include a format string sim-
ilar to print£’s. After the extraction, this format string is going
to be the base material for template generation.

We parse the source code by identifying files and lines that
contain calls to logging functions (specified by the user). The
arguments of logging function calls are extracted, the most im-
portant being the format string. Optionally, the other arguments
can be parsed in order to generate even more precise templates
that depend on the actual values passed to the function.

For example, in FRRouting, the logging functions include
flog_err_sys, flog_err, flog_warn, zlog_debug, zlog_err,
zlog-notice, zlog_-info, and zlog_warn. By specifying this
list, SCOLM can extract all logging function calls from the FR-
Routing source code.

3.2.2 Regular Expression Table

The regex table is created by transforming all format strings
into their regex equivalent, such that any log generated from the
format string must match the regular expression. Placeholder
parts in the regex pattern should be accurate “translations” of
their C-style format specifiers in the string (%d, %s, %. 21, etc.).
It is important to construct the most precise expression possible
to minimize the tolerance of the expression. In addition, precise
regex will decrease lookup speed by avoiding costly backtrack-
ing.

To achieve precise regex patterns, the system utilizes type in-
formation of variables to be embedded. This type information
can be determined from the format specifiers in C-style format
strings. For example, specifiers like %d will only produce (signed)
integers matching /-?\d+/. Hexadecimal specifiers like %x pro-
duce patterns matching /[0-9a-f]+/. In contrast, other spec-
ifiers like %s can hardly be translated to anything more specific
than /.*?/ (lazy matching) without further knowledge of the
corresponding argument, as they accept arbitrary strings. Lazy
matching is used to reduce backtracking overhead during regex
evaluation.

For example, the following logging function call in FRRout-
ing: zlog-debug("ip_-sum 0x%x", iph->ip_sum); is converted
to the following regex pattern: /"ip_sum Ox([0-9a-£]+)$/.

If implemented correctly, regular expressions created by this
process necessarily match any log generated by its correspond-
ing format string. The system stores these regex patterns along
with their source code location information for later retrieval dur-
ing the matching process. Specifically, for each regex pattern, the
system records the file name and line number where the corre-
sponding logging function call appears in the source code. This
information is maintained as a list, where multiple logging func-
tions may generate the same regex pattern, and thus multiple
source code locations can be associated with a single pattern.

© 2026 Information Processing Society of Japan

3.2.3 WSPT Initialization

If we were to start matching logs with a WSPT initialized as
empty, the system would have to go through the regex table for
every type of log message it has not seen before. Of course, as
the matching process goes on, the WSPT would eventually fill
with all appropriate word-segmented templates, but at the cost of
a high initial processing time.

To reduce this initial overhead, we initialize the WSPT by
pre-filling it with source-based templates (heuristically generated
from source code) before starting the online process. This WSPT
initialization step generates templates based on the assumption
that format specifiers in the format string will require only one
wildcard in the word-segmented template. Although this is not
true for all log messages, the assumption should cover a majority
of them.

The WSPT is filled by generating basic word-segmented tem-
plates from the source code: in the extracted format string, ev-
ery word that contains a format specifier would be replaced by
a wildcard during template generation (e.g., msg size=%zu be-
comes msg **). As described in Section 2.1, the WSPT uses
a prefix tree structure (see Fig.3) where terminal nodes corre-
spond to complete templates. In our proposed method, each ter-
minal node is associated with a set of regex patterns that match
the same word-segmented pattern. When multiple places in the
source code create the same word-segmented template, we asso-
ciate all corresponding regex patterns with the terminal node, and
regex matching will later identify which specific origin(s) match
the actual log message. Afterwards, during the online process-
ing step, additional templates may be dynamically added to the
WSPT when needed to better fit the dataset, as described in Sec-
tion 3.3.

3.3 Log Matching
3.3.1 Matching Procedure

The log matching process follows a two-stage approach:
WSPT-based candidate narrowing followed by regex matching.
For each input log message, the system first searches the WSPT
to identify matching word-segmented templates and retrieve their
associated regex patterns. The system then performs regex
matching only on this narrowed subset of candidates. If WSPT
matching fails, the system falls back to full regex table search and
dynamically adds new templates to the WSPT for future use, as
described below. Figure 5 illustrates the overall matching algo-

rithm flow.
New log input 1
| Matching all regex |
| Try matching WSPT | ‘
Convert matching
format to WS-template

w I

Yes
Matching Add tht?) \(/VVSS-thI_mplate

corresponding regex
|

Fig. 5 Flow of the log matching algorithm.
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The WSPT search operates on word-segmented log messages.
The system uses customizable word segmentation rules to handle
cases where symbols are used inconsistently across log messages.
For example, colons may appear both as part of IPv6 addresses
(where they should not cause word breaks) and as word delim-
iters. By applying the same segmentation rules consistently to
both log messages and regex patterns (when converting them to
word-segmented templates), the system ensures that wildcards in
templates can be treated as words, enabling proper matching be-
havior.

The WSPT search procedure follows a tree traversal approach.
For an input log message, the system first divides it into words us-
ing the segmentation rules. Then, starting from the root node of
the prefix tree, the system traverses nodes corresponding to each
word in sequence. At each step, the system considers both ex-
act word matches and wildcard matches (**), potentially creating
multiple search paths. When the final word is reached, multiple
terminal nodes may be reached, as a single log message can match
multiple word-segmented templates depending on wildcard po-
sitions. The system collects the union of all regex pattern sets
associated with these matched terminal nodes.

After narrowing down candidates through WSPT search, the
system performs regex matching on the collected subset of pat-
terns. All regex patterns that successfully match the log mes-
sage are returned as the final result. This two-stage approach sig-
nificantly reduces computation compared to matching against all
regex patterns directly.

3.3.2 Dynamic Template Addition

When WSPT matching fails, the system falls back to full regex
table search and converts the matching regex patterns to word-
segmented templates for future use. The conversion process op-
erates in three steps: (1) divide the input log into words on pre-
defined whitespace characters; (2) extract the positions corre-
sponding to variable parts in the matching regular expression; (3)
replace all words that correspond to variable parts (either fully
or partially) with wildcards (**). The system assembles the list
of words and wildcards to form a word-segmented template that
matches the log message.

The conversion process handles two main cases that differ be-
tween regex patterns and word-segmented templates. The first
case is when a single variable part in the regex pattern contains
multiple words, requiring multiple consecutive wildcards in the
word-segmented template. The second case is when a variable
part is only a portion of a single word. For example, AS num-
bers like “AS65000” correspond to format patterns like “AS%d”,
which produces regex patterns like “AS[0-9]+”. While the vari-
able part in the regex only matches the numeric portion, the word-
segmented template must treat the entire word including the “AS”
prefix as a single wildcard, since word segmentation cannot split
within a word.

After generating the word-segmented template, the system
adds it to the WSPT through a tree traversal procedure. Start-
ing from the root node, the system follows nodes corresponding
to each word in the template from left to right. For each word,
if a corresponding node exists, the system moves to that node;
otherwise, it creates a new node. This process continues for all

© 2026 Information Processing Society of Japan
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words in the template. Finally, the terminal node corresponding
to the last word is associated with the regex pattern(s) that gener-
ated this word-segmented template. Since one log message may
match multiple regex patterns, one terminal node can be associ-
ated with multiple regex patterns.

4. Evaluation Setup

4.1 Evaluation Design

The primary goal of our evaluation is to demonstrate that
SCOLM achieves both fast processing and high matching accu-
racy in identifying logging function origins from log messages.
To comprehensively validate SCOLM, we conduct two types of
evaluation: performance evaluation and accuracy evaluation.

The performance evaluation aims to demonstrate the efficiency
of SCOLM’s hybrid matching approach combining WSPT and
regular expressions. We measure the processing time required
to match log messages against logging functions extracted from
source code, and compare SCOLM with baseline approaches.
The key question is whether the WSPT-based search space re-
duction effectively accelerates the matching process compared to
regex-only approaches, and how much speedup can be achieved
in practice.

The accuracy evaluation aims to verify that SCOLM correctly
identifies the true origins of log messages. Unlike performance
evaluation where processing time can be directly measured, accu-
racy evaluation requires ground truth data indicating which log-
ging function in the source code generated each log message.
Obtaining such ground truth is challenging because it requires
knowing the exact correspondence between runtime log output
and source code locations.

To address this challenge, we employ a source code instru-
mentation approach. We insert unique identifiers into each log-
ging function call in the source code, then compile and execute
the modified program to collect logs with embedded identifiers.
Since each log message contains its unique identifier, we can es-
tablish the true correspondence between log messages and their
source code locations. The same instrumented dataset is used
for both performance evaluation (with identifiers removed before
processing) and accuracy evaluation (with identifiers serving as
ground truth). Details of the instrumentation process and dataset
characteristics are described in Section 4.5.

4.2 Implementation

We implemented SCOLM as described in Section 3. It is writ-
ten in Python 3.10 (using the re module for regex matching) and
is publicly available as open-source software *2.

For source code parsing, we use Ctags [24], a widely-used tool
for creating indexes of names found in source code across vari-
ous programming languages. This allows the SCOLM implemen-
tation to be applied to different programming languages without
language-specific parsers.

For word segmentation, we use log2seq[11], which provides
flexible customization of segmentation rules. This flexibility is
important for handling cases where symbols are used inconsis-

*2 The source code is available at: https://github.com/3atlab/scolm
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tently across log messages (e.g., colons appearing both within
IPv6 addresses and as word delimiters).

4.3 Methods for Comparison

To evaluate the effectiveness of different components in
SCOLM, we compare five different matching approaches:
Regex-only: This is the baseline method corresponding to exist-
ing approaches. It only uses regular expression patterns without
WSPT. For every input log message, the system attempts match-
ing against all regex patterns extracted from the source code. This
method is expected to have the longest processing time.
SCOLM: This is the full proposed method as described in Sec-
tion 3.
SCOLM-empty: This is a variant of SCOLM without WSPT ini-
tialization. The WSPT starts empty, and templates are added dy-
namically only when they are discovered through regex matching
during online processing. This method evaluates the contribution
of WSPT initialization by comparing with SCOLM.
SCOLM-oracle: This is a reference method for evaluating the
performance upper bound of the hybrid approach. The WSPT is
pre-trained using all input logs, enabling all logs to be matched
using WSPT without fallback to regex table search. Since all logs
are processed entirely through WSPT matching, this represents
the performance that a hypothetical WSPT-only approach would
achieve if it were applicable to this problem setting.
SCOLM-similarity: This is a variant for accuracy improvement,
discussed in Section 6.1.

4.4 Evaluation Metrics

We use different metrics for performance evaluation and accu-
racy evaluation.

4.4.1 Performance Metrics

For performance evaluation, we measure processing time. We
distinguish between preprocessing time (source code parsing
and template generation, performed offline) and processing time
(online log matching for all log entries in the dataset). Addition-
ally, we report WSPT hit rate (the percentage of logs matched
using WSPT without fallback) as supplementary data to interpret
performance variations.

4.4.2 Accuracy Metrics

For accuracy evaluation, we use different metrics depending on
the availability of ground truth data obtained through source code
instrumentation.

For datasets with ground truth, we measure recall (the percent-
age of logs where the correct logging function is included in the
returned candidates) and set precision (which additionally penal-
izes excessive candidates by averaging 1/n where n is the number
of candidates). Set precision better represents overall matching
quality as it captures both correctness and precision.

For comparisons involving datasets without ground truth, we
report candidate distribution (the distribution of the number of
candidates: 0O, 1, 2, 3+), which can be measured without ground
truth and enables comparison across datasets.

4.5 Dataset
We evaluate SCOLM using log data collected from emulated
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Table 2 Dataset characteristics.

Source Code Log Data
Dataset ~ Version Regex WSPT Log Avg
Templates  Templates  Entries ~ Words
FRR 8.5 6,365 6,365 52,805 12.9
Avahi 0.8 366 363 1,971 13.0
dhcped 10.1.0 586 580 5,509 8.8

networks running open-source software. Our evaluation environ-
ment runs on Ubuntu Server 22.04 (x86_64) with an AMD Ryzen
7 7700 processor and 64 GB of memory.

For the primary evaluation, we use FRRouting [1] version 8.5,
an open-source routing software written in C, which is widely
used in both commercial and research network environments,
making it a representative target for our use case. To collect
log data, we construct Docker-based emulation networks using
netroub [18], [19], an emulation platform for network trouble sce-
narios that uses Containerlab [16] and dot2net [10] to build virtual
network topologies and execute failure scenarios.

We use the bgp_features sample network topology provided by
dot2net, and execute 25 different failure scenarios provided by
netroub. These scenarios include various realistic network prob-
lems such as device failures, traffic delays, and packet loss or
corruption.

To evaluate the generalizability of our approach, we also con-
duct evaluation on two additional software packages with smaller
codebases: Avahi version 0.8 (a service discovery daemon) and
dhcped version 10.1.0 (a DHCP client). Table 2 summarizes the
characteristics of all three datasets.

For the FRR dataset, we apply the source code instrumenta-
tion approach described in Section 4.1 to obtain ground truth.
We modify all 6,365 logging function calls in the FRRouting
version 8.5 source code by inserting unique identifiers. For ex-
ample, a logging function call like zZ1og_debug("BGP session
established") is modified to include an identifier such
as zlog_debug("[ID:12345] BGP session established").
We then compile and execute the instrumented program on the
same emulation network, collecting logs with embedded identi-
fiers.

This instrumented dataset contains the same 52,805 log entries
as shown in Table 2, with each entry traceable to its exact source
code origin. Importantly, identifiers do not influence matching re-
sults, as they are removed during header processing. This allows
us to use the same dataset for both performance evaluation (iden-
tifiers removed) and accuracy evaluation (identifiers as ground
truth).

5. Evaluation Results

5.1 Performance Evaluation

Table 3 shows the performance comparison among the five
methods across all three datasets (metrics are defined in Sec-
tion 4.4).

Comparison with baseline. The results demonstrate that
SCOLM achieves significant speedup compared to the baseline
Regex-only approach. For the FRR dataset with 52,805 log en-
tries, SCOLM processes all logs in 1.76 seconds, achieving ap-
proximately 78 times speedup compared to Regex-only’s 137.75
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Table 3 Processing time comparison across datasets.

Dataset  Method Preprocessing (s) | Total Time (s)  Median (ms) Max (ms)  WSPT Hit Rate
Regex-only 5.41 137.75 2.609 15.149 —
SCOLM 5.76 1.76 0.033 7.628 100.0%
FRR SCOLM-empty 5.75 1.90 0.036 10.411 99.9%
SCOLM-oracle 7.68 1.77 0.034 0.581 100.0%
SCOLM-similarity 137.14 4.05 0.077 56.724 99.9%
Regex-only 0.43 0.26 0.1295 0.6340 —
Avahi SCOLM 0.44 0.06 0.0300 0.1037 100.0%
SCOLM-empty 0.43 0.06 0.0293 0.4241 99.7%
SCOLM-oracle 0.43 0.06 0.0298 0.0710 100.0%
Regex-only 0.73 3.59 0.5519 5.3053 —
dheped SCOLM 0.75 0.40 0.0231 1.7574 96.6%
SCOLM-empty 0.74 0.42 0.0226 3.6137 90.5%
SCOLM-oracle 0.74 0.40 0.0229 1.6174 96.6%
g 1 02 C Régex-only‘ Table 4 Accuracy evaluation on FRR dataset.
K F SCOLM ——— Method Recall ~ Set Precision  Avg Candidates
GEJ 10' £ SCOLM-empty i Regex-only 100.0% 77.6% 1.50
= 3 SCOLM-oracle SCOLM 100.0% 87.6% 1.25
2 400 | SCOLM-similarity . SCOLM-empty 99.2% 86.7% 127
‘D F E SCOLM-oracle 100.0% 87.6% 1.25
% 1 SCOLM-similarity  100.0% 86.9% 1.28
o 10 E
o
o1
o 102 4
-(% 10 regex table search for every log message. In contrast, SCOLM
E 103 E shows a distinct two-phase behavior. In the initial phase, SCOLM
8 af ‘ ‘ ‘ ‘ occasionally encounters logs that do not match any existing
10 1 10 100 1,000 10,000 52,805 WSPT templates, requiring costly regex table search and subse-

Log entry index

Fig. 6 Processing time transition during log matching.

seconds. The median processing time per log message, which
reflects the typical cost for the majority of logs (regex matching
for Regex-only, WSPT matching for SCOLM), is reduced from
2.609 ms to 0.033 ms. Similar speedups are observed for the other
two datasets: Avahi shows 4.3 times speedup (0.26s — 0.06 ),
and dhcpced shows 9.0 times speedup (3.59 s — 0.40s).

The WSPT hit rate indicates the percentage of logs matched
using WSPT without fallback to regex table search. A 100.0% hit
rate (achieved for FRR and Avahi) means that the source-based
templates from WSPT initialization completely covered all input
logs. The miss rate (1 - hit rate), which represents the percent-
age of logs requiring regex table search, is approximately propor-
tional to the total processing time. For example, dhcped’s 3.4%
miss rate (96.6% hit rate) results in longer processing time com-
pared to the 100% hit rate cases, demonstrating this relationship.

Effect of WSPT initialization. Comparing SCOLM with
SCOLM-empty reveals the contribution of WSPT initializa-
tion. SCOLM-empty, which starts with an empty WSPT, shows
slightly longer processing times (1.90s vs. 1.76 s for FRR) and
lower WSPT hit rates (99.9% vs. 100.0% for FRR) compared
to SCOLM. This indicates that WSPT initialization effectively
reduces the number of logs that require fallback to regex table
search, especially for the initial portion of log processing.

Processing time transition. Figure 6 shows the cumula-
tive processing time as logs are processed sequentially for the
FRR dataset. This visualization reveals the internal behavior of
SCOLM'’s hybrid matching approach.

Regex-only shows linear growth throughout, as it performs full

© 2026 Information Processing Society of Japan

quent dynamic template addition. As more logs are processed,
the WSPT accumulates diverse templates, and the frequency of
such costly operations decreases significantly. This results in the
curve’s transition from a steeper slope in the early phase to a
much gentler slope in the later phase, approaching the efficiency
of WSPT-only matching.

SCOLM-empty exhibits a more pronounced initial phase with
steeper slope, as it must learn all templates from scratch.

Upper bound of hybrid approach. SCOLM-oracle repre-
sents the hypothetical WSPT-only approach that achieves the up-
per bound of hybrid approach performance. For the complete
FRR dataset, SCOLM achieves nearly identical total process-
ing time (1.76 s vs. 1.77 s) to SCOLM-oracle, demonstrating that
when processing a sufficient number of logs, SCOLM achieves
performance comparable to the theoretical best case where all
logs are matched using WSPT.

As shown in Fig. 6, while SCOLM and SCOLM-oracle show
a significant performance gap in the initial phase, this gap be-
comes relatively smaller as more logs are processed, and their
cumulative processing times nearly converge. This confirms that
the dynamic template addition mechanism effectively learns the
necessary templates from the input logs, approaching the perfor-
mance of perfect pre-training.

5.2 Accuracy Evaluation

Table 4 shows the accuracy evaluation results for the FRR
dataset using ground truth data obtained through source code in-
strumentation (described in Section 4.1). The metrics are defined
in Section 4.4.

Comparison with baseline. SCOLM achieves 100.0% re-
call, meaning the correct logging function is always included in
the returned candidate set. This matches the baseline Regex-only
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Table 5 Candidate distribution across three datasets.

Number of Candidates
Dataset  Method 0 1 2 3+
Regex-only 0.0% 57.0% 38.1% 4.8%
FRR SCOLM 0.0% 753% 24.6% 0.1%
SCOLM-empty  0.0% 743% 24.6% 1.1%
SCOLM-oracle  0.0% 753% 24.6% 0.1%
Regex-only 0.0%  100.0% 0.0%  0.0%
Avahi SCOLM 0.0%  100.0% 0.0%  0.0%
SCOLM-empty  0.0%  100.0% 0.0%  0.0%
SCOLM-oracle  0.0%  100.0% 0.0%  0.0%
Regex-only 9.0% 71.3% 19.7%  0.0%
SCOLM 9.0% 71.7%  192%  0.0%
dhcped

SCOLM-empty  9.0% 732% 17.8%  0.0%
SCOLM-oracle  9.0% 71.7% 192%  0.0%

method, confirming that the WSPT-based search space reduc-
tion does not sacrifice correctness. SCOLM-oracle and SCOLM-
similarity also achieve 100.0% recall.

While all methods achieve high recall, they differ significantly
in precision. Regex-only shows 77.6% set precision with an aver-
age of 1.50 candidates per log, indicating that for many logs, mul-
tiple logging functions have regex patterns that match the same
log message, leading to ambiguity. SCOLM improves set preci-
sion to 87.6% with 1.25 average candidates through WSPT-based
filtering of candidates based on word-level structure.

Effect of WSPT initialization on recall. SCOLM-empty
shows slightly lower metrics (99.2% recall, 86.7% set precision,
1.27 average candidates) compared to SCOLM. The 0.8% re-
call loss occurs due to a specific failure mechanism: when mul-
tiple regex patterns can match the same log message, SCOLM-
empty may register only one of these patterns in the WSPT
(through an earlier log), making other matching patterns inac-
cessible for subsequent logs. For example, if a generic pattern
like "(.*?) rcvd (.*?)$ matches first and is added to the
WSPT, later logs that should match more specific patterns (such
as OSPF6 protocol-specific patterns) fail because only the generic
pattern is tested as a candidate. Since the WSPT template is as-
sociated exclusively with the first matched pattern, the correct
specific pattern never gets a chance to match. WSPT initializa-
tion mitigates this issue by ensuring that specific patterns have
their templates registered from the beginning (through source-
based templates), preventing generic patterns from dominating
the matching process. This demonstrates that WSPT initialization
not only improves performance but also contributes to matching
reliability by avoiding such pattern accessibility problems.

Precision limitations. The main cause of multiple candi-
dates (reduced precision) is the presence of logging functions
with identical or very similar format strings in the source code.
For example, multiple error handling paths may use the same
generic error message format like “Failed to process: \%s”.
In such cases, without additional context from the log message, it
is impossible to uniquely determine which specific logging func-
tion generated the message. This is a fundamental limitation of
matching based solely on log message content, and all methods
face this ambiguity equally.

5.3 Candidate Distribution Analysis
Table 5 shows the candidate distribution across all three
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datasets. This analysis evaluates whether SCOLM generalizes
to different software beyond FRR.

FRR dataset. As discussed in Section 5.2, SCOLM success-
fully reduces ambiguous candidates compared to Regex-only: the
percentage of logs with unique matches increases from 57.0%
to 75.3%, while logs with three or more candidates decrease
from 4.8% to 0.1%. All logs are successfully matched (0% un-
matched), demonstrating that the proposed approach provides ap-
propriate candidates with improved precision.

Successful generalization: Avahi. For the Avahi dataset, all
methods achieve perfect matching results: 100.0% of logs have
exactly one candidate, with no unmatched logs or ambiguous
matches. This demonstrates that SCOLM successfully gener-
alizes to software with well-structured logging practices, where
logging functions use sufficiently distinct format strings.

Limitation case: dhcped. The dhcpced dataset reveals a limi-
tation of the proposed approach: 9.0% of logs remain unmatched
(0 candidates) across all methods. This occurs because dhcped
uses some logging mechanisms that do not follow the standard
printf-style format string pattern. Some log messages are con-
structed dynamically through string concatenation rather than
through format strings in logging function calls. Since SCOLM’s
template extraction relies on detecting format strings, it cannot
extract templates for these dynamically constructed messages.

Despite this limitation, dhcped shows reasonable matching per-
formance for the remaining 91% of logs. Among matched logs,
SCOLM maintains comparable detection rates to the baseline
(71.7% vs. 71.3% for single candidates) while showing similar
precision characteristics (19.2% vs. 19.7% for two candidates).

6. Discussion

6.1 Addressing Matching Failures

While the proposed method (SCOLM) achieves 100% recall
on the FRR dataset, SCOLM-empty shows 0.8% matching fail-
ures (99.2% recall). As explained in Section 5.2, these failures
occur when generic regex patterns prevent more specific patterns
from being tested. This reveals a potential weakness: the pro-
posed method could experience similar failures on datasets where
WSPT initialization does not cover all necessary templates.

To demonstrate that recall can be improved when the basic ap-
proach encounters failures, we investigate a pattern similarity-
based enhancement technique. We apply this technique to
SCOLM-empty as a test case.

Similarity-based matching approach. As discussed in Sec-
tion 5.2, when one pattern is registered in the WSPT, other pat-
terns that could also match become inaccessible. To address this
issue, ideally we would group all regex patterns that can match
the same log message. However, this requires solving the regex
intersection problem, which is PSPACE-complete [9], [15] and
computationally intractable.

SCOLM-similarity addresses this challenge by grouping pat-
terns based on similarity rather than exact matching capability,
assuming that similar patterns are likely to match common log
messages.

To measure pattern similarity, we extract the fixed word por-
tions from each pattern and compute their longest common subse-
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quence (LCS), which captures both the common words and their
order while ignoring variable parts.

Furthermore, analysis of the SCOLM-empty failure cases re-
vealed that many matching failures involve patterns in inclusion
relationships, where a generic pattern with few fixed words can
match logs that should match more specific patterns with many
fixed words. To prioritize detection of such inclusion relation-
ships, we apply the Simpson coefficient (also known as the over-
lap coeflicient) to the LCS-based similarity:

ILCS(Wy, W)l

—_ 1
min(|W,1, |W2)) M

Simpson(Py, P,) =
where W, and W, are sequences of fixed words extracted from
patterns P; and P, (excluding variable parts), and LCS(W;, W)
denotes their longest common subsequence. The Simpson coef-
ficient assigns high scores to pattern pairs in inclusion relation-
ships: when the fixed words of one pattern form a subsequence
of another pattern’s fixed words, the similarity score approaches
1.

In the preprocessing step, for each regex pattern, we calculate
the Simpson coefficient with all other patterns and record those
exceeding a threshold (0.6) as similar patterns. This creates an
association list for each pattern. For example, if we have three
patterns (A, B, C), the association lists might look like:

Pattern A: [A, B]

Pattern B: [A, B, C]

Pattern C: [B, C].

Note that this relationship is not symmetric: pattern A may be
similar to B, but B may not be similar to A from its perspective.
This differs from traditional clustering, as the grouping is pattern-
specific rather than forming disjoint clusters.

During online processing, when a log message matches a
regex pattern during fallback, the system associates the generated
WSPT template with the union of the matched pattern and all its
similar patterns. When a subsequent log triggers a WSPT hit, all
associated patterns are tested as candidates.

Effectiveness and trade-offs. Table 4 shows the results for
SCOLM-similarity. SCOLM-similarity achieves 100.0% recall,
successfully recovering from the 0.8% failure rate observed in
SCOLM-empty. The set precision is 86.9%, comparable to other
methods, with an average of 1.28 candidates.

As shown in Table 3, SCOLM-similarity has significantly
longer preprocessing time (137.14 seconds vs. 5.76 seconds for
SCOLM) due to pairwise similarity computations, and longer on-
line processing time (4.05 seconds vs. 1.76 seconds) because each
WSPT hit requires testing multiple associated patterns rather than
a single pattern. The WSPT hit rate remains high at 99.9%.

When considering both preprocessing and online processing
time, the total processing time of SCOLM-similarity is com-
parable to Regex-only (the baseline). However, the scalability
characteristics differ. SCOLM-similarity is advantageous when
the number of log entries increases, as WSPT accelerates online
matching. Conversely, Regex-only is preferable when the source
code grows larger, as SCOLM-similarity’s preprocessing over-
head scales quadratically with the number of patterns.

This pattern similarity-based approach presents a trade-off be-
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tween recall and processing time: it recovers matching failures
at the cost of increased processing time. For SCOLM, which
already achieves 100% recall through WSPT initialization, this
additional complexity is unnecessary. However, for scenarios
where WSPT initialization cannot be used, such as online learn-
ing scenarios or when the one-variable-one-word assumption is
less applicable, SCOLM-similarity provides an effective fallback
option.

6.2 Limitations

While SCOLM demonstrates effective processing time and
matching quality for identifying logging function origins from
log messages, several limitations remain.

Applicability to non-standard logging patterns. As
demonstrated by the dhcpcd evaluation results in Section 5.3,
SCOLM'’s static analysis approach cannot handle software that
uses non-standard logging patterns. Specifically, when log mes-
sages are constructed dynamically through string concatenation
or other methods rather than through print f-style format strings
in logging function calls, SCOLM cannot extract the necessary
templates. This results in matching failures for approximately
9% of dhcpced logs.

This limitation is fundamental to the static analysis approach
because SCOLM relies on detecting format strings at logging
function call sites in the source code. When the message con-
tent is determined at runtime through complex control flow or
dynamic string operations, static analysis alone cannot capture
all possible message patterns.

Language and framework dependencies. SCOLM cur-
rently targets C-language software with printf-style logging
functions. While this covers a significant portion of network in-
frastructure software (including FRRouting, Avahi, and dhcpcd),
many modern applications use different programming languages
and logging frameworks.

Extending SCOLM to other languages requires adapting the
code parsing and template extraction components. For languages
like Python, Java, or Go, the logging mechanisms differ sig-
nificantly from C’s printf-style formatting. Each language has
its own formatting conventions: Python’s logging module uses
percent-style or brace-style formatting, Java uses various logging
frameworks (Log4j, SLF4]J, etc.), and Go uses fmt.Printf or
structured logging libraries. All of these would require language-
specific parsing logic and format string interpretation. Moreover,
the increasing adoption of structured logging frameworks that
output JSON or other structured formats rather than plain text
messages presents an additional challenge, as these would require
a fundamentally different matching approach.

Handling of ambiguous matches. As shown in Table 5,
even when SCOLM successfully identifies logging function ori-
gins, approximately 25% of FRR logs return multiple candidates
due to identical or very similar format strings used by different
logging functions. This is an inherent limitation of matching
based solely on log message content.

7. Conclusion

This paper presented SCOLM, a system for automatically iden-
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tifying logging function origins in source code from log mes-
sages. We proposed a hybrid log matching method that com-
bines word-segmented prefix trees (WSPT) for search space re-
duction with regular expressions for precise matching. We im-
plemented SCOLM and conducted comprehensive evaluation on
three open-source software packages: FRRouting, Avahi, and
dhcped. SCOLM achieved approximately 78 times speedup com-
pared to the regex-only baseline approach while maintaining
100% recall. Additionally, SCOLM demonstrates better reliabil-
ity with higher set precision (87.6%) compared to the baseline ap-
proach (77.6%), reducing false positive candidates. These results
demonstrate that SCOLM achieves both efficiency and reliability,
enabling practical log-to-code tracing for network troubleshoot-
ing.

Future work includes extending SCOLM to support additional
programming languages and logging frameworks, and address-
ing the limitations identified in Section 6.2. Beyond these tech-
nical enhancements, integrating SCOLM into development tools
such as IDE extensions or log analysis platforms would enable
developers to trace log messages back to source code during trou-
bleshooting, bringing this approach into practical development
workflows. SCOLM provides a practical solution for connect-
ing runtime log messages to their source code origins, support-
ing more effective network troubleshooting and log-based system
analysis.
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